The Five Year Evolution of a Game Programming Course

Gillian Smith and Anne Sullivan
Center for Games and Playable Media
University of California, Santa Cruz
Santa Cruz, CA 95064, USA
{gsmith, anne}@soe.ucsc.edu

ABSTRACT
This paper presents lessons learned from five years of teaching a game design and programming outreach course. This class is taught over the course of a month to high school students participating in the California Summer School for Mathematics and Science (COSMOS) at the University of California, Santa Cruz. Over these five years we have changed everything in the course, from the overall project structure to the programming language used in the class. In this paper we discuss our successes and failures, and offer recommendations to instructors offering similar courses.

Categories and Subject Descriptors
K.3.2 [Computers and Education]: Computer and Information Science Education – Computer science education

General Terms
Design, Human Factors.

Keywords
Game development, outreach, high school, CS education.

1. INTRODUCTION
Computer games resonate strongly with high school students, with 99% of American teenage boys and 94% of American teenage girls playing video games [7]. Game design is a highly interdisciplinary field, incorporating advanced computer science concepts such as artificial intelligence, computer graphics, and HCI as well as skills from art and design. This paper describes the evolution of a game programming course taught in the California State Summer School for Mathematics and Science (COSMOS) program at the University of California, Santa Cruz. COSMOS is a summer enrichment program for high school students who are hoping to pursue STEM fields when they attend college. In this program, we teach students how to create their own games during an intensive, month-long course. The authors have been involved in teaching the course since its inception in 2007.

COSMOS is split into 9 different clusters based on topic. Each cluster is made up of 18-20 students who are between 9th and 12th grades. Our cluster, Design of Fun: From Concept to Code, focuses on teaching computer game development and programming skills. Over the last five years, we have taught 88 students: 40 women and 48 men. These students have a mixture of programming experience, ranging from never having used a computer to having completed AP Computer Science. However, all the students are typically skilled in mathematics and science, and are highly motivated to learn how to create their own games. Some students consider themselves “core” gamers and invest multiple hours per day playing AAA titles (i.e. big budget, high quality games), others play mostly casual online games, and some students express an interest in game design but do not play many games themselves. The goal of the course is to instill in students core CS1 programming skills and a desire to further study computer science and/or game design in university.

Our course focuses equally on teaching fundamental programming skills and providing students with a foundation for how to play, discuss, and analyze games critically. These goals are symbiotic; games have previously been shown as a great motivational force for learning computer science [5][10]. The iterative nature of game design motivates students to reflect on the code they’ve written, and the procedural thinking and concrete instantiation of abstract ideas that is required when programming feeds back into the iterative game design loop. We have previously described the structure of the game design portion of the class and our recommendations for structuring a game design course [15]; this paper focuses entirely on the programming portion of the course, called Technologies of Fun.

The focus on creating a project in a short time period, as well as the variety in experiences and backgrounds of our students provides a unique set of challenges and opportunities for us as instructors. We have tried a number of different teaching methods, learning a great deal about how to effectively teach game programming to a high school audience. We will look at these throughout the paper, presenting what we have learned over the five years this program has been offered. We will first explain changes made in the design of the course itself: the programming languages used, programming instruction methods, and some of the techniques we have used to routinely teach to a mixed-gender classroom. We will then discuss the project portion of the course: dealing with student expectations, assignment format, and prototyping. Finally, we present our recommendations for other instructors involved in similar efforts to teach both game design and programming.

2. COURSE DESCRIPTION
The programming portion of the game design cluster, Technologies of Fun is an interactive, projects-based course in which the students program their own small games. The course is designed to teach students the skills required to design and develop their own game over the course of the month-long class. We assume that students entering the course will have no prior programming knowledge; therefore, the goal is to give them a fast-paced course in fundamental programming skills needed for game programming. Technologies also includes some short lectures that discuss more advanced concepts, such as 3D graphics and artificial intelligence, most of which will not be used in the students’ games. The aim of this is to get students excited about computer science and interested in learning more when they get to college.
2.1 Class Structure

*Technologies of Fun* is taught in a three-hour block, four days per week for the four weeks of the program. The remaining time in the week is taken up with the game design course [15], and a transferable skills course that teaches research and presentation skills. We took an activities-based approach when teaching programming. Students had access to laptops during lectures, and the first hour of lecture was structured to introduce a new programming concept with brief breaks during which students could experiment with the new material. The other two hours were spent with students working on the projects while the instructor and teaching assistants (TAs) supervise and answer any questions.

Students are encouraged to share their progress with the class by presenting their work at various milestones, or showing how they have solved a particularly challenging problem. They could also share code with each other through a cluster wiki, which served as a home for lecture materials and assignment descriptions.

In the last two weeks of the program, there is very little time devoted to lecturing, as students need to work full time on their projects. Lectures become more impromptu: they are only held when it becomes clear that a number of students are struggling with the same general problem, such as adding music to their game, or implementing side-scrolling animation.

2.2 Project Structure

As a requirement for completing the COSMOS program, students must present a project to their teachers and classmates at their home institution. To accommodate this, the majority of our program is focused on enabling the students to produce a complete game. The games are created entirely by the students using programming and design concepts that they have learned in class. All of the games that students create are 2D games with original graphics. Examples of student-produced games include a puzzle platformer where the player shifts between two different worlds; a space-themed, column-based, tower defense game; a game where the player uses the Wiimote to control a net for catching ghosts in a graveyard; and a puzzle game where the player must shape the path of sushi around various obstacles from a refrigerator to a hungry boy.

The project is structured as a series of deliverable assignments. The first assignment is a game pitch in which the student describes a general setup of the game, a narrative hook and a brief overview of the game interaction. Game pitches are used to assign programming concept with brief breaks during which students could experiment with the new material. The other two hours were spent with students working on the projects while the instructor and teaching assistants (TAs) supervise and answer any questions. Students are encouraged to share their progress with the class by presenting their work at various milestones, or showing how they have solved a particularly challenging problem. They could also share code with each other through a cluster wiki, which served as a home for lecture materials and assignment descriptions.

In the last two weeks of the program, there is very little time devoted to lecturing, as students need to work full time on their projects. Lectures become more impromptu: they are only held when it becomes clear that a number of students are struggling with the same general problem, such as adding music to their game, or implementing side-scrolling animation.

2.2 Project Structure

As a requirement for completing the COSMOS program, students must present a project to their teachers and classmates at their home institution. To accommodate this, the majority of our program is focused on enabling the students to produce a complete game. The games are created entirely by the students using programming and design concepts that they have learned in class. All of the games that students create are 2D games with original graphics. Examples of student-produced games include a puzzle platformer where the player shifts between two different worlds; a space-themed, column-based, tower defense game; a game where the player uses the Wiimote to control a net for catching ghosts in a graveyard; and a puzzle game where the player must shape the path of sushi around various obstacles from a refrigerator to a hungry boy.

The project is structured as a series of deliverable assignments. The first assignment is a game pitch in which the student describes a general setup of the game, a narrative hook and a brief overview of the game interaction. Game pitches are used to assign programming concept with brief breaks during which students could experiment with the new material. The other two hours were spent with students working on the projects while the instructor and teaching assistants (TAs) supervise and answer any questions. Students are encouraged to share their progress with the class by presenting their work at various milestones, or showing how they have solved a particularly challenging problem. They could also share code with each other through a cluster wiki, which served as a home for lecture materials and assignment descriptions.

In the last two weeks of the program, there is very little time devoted to lecturing, as students need to work full time on their projects. Lectures become more impromptu: they are only held when it becomes clear that a number of students are struggling with the same general problem, such as adding music to their game, or implementing side-scrolling animation.

2.2 Project Structure

As a requirement for completing the COSMOS program, students must present a project to their teachers and classmates at their home institution. To accommodate this, the majority of our program is focused on enabling the students to produce a complete game. The games are created entirely by the students using programming and design concepts that they have learned in class. All of the games that students create are 2D games with original graphics. Examples of student-produced games include a puzzle platformer where the player shifts between two different worlds; a space-themed, column-based, tower defense game; a game where the player uses the Wiimote to control a net for catching ghosts in a graveyard; and a puzzle game where the player must shape the path of sushi around various obstacles from a refrigerator to a hungry boy.

The project is structured as a series of deliverable assignments. The first assignment is a game pitch in which the student describes a general setup of the game, a narrative hook and a brief overview of the game interaction. Game pitches are used to assign programming concept with brief breaks during which students could experiment with the new material. The other two hours were spent with students working on the projects while the instructor and teaching assistants (TAs) supervise and answer any questions. Students are encouraged to share their progress with the class by presenting their work at various milestones, or showing how they have solved a particularly challenging problem. They could also share code with each other through a cluster wiki, which served as a home for lecture materials and assignment descriptions.

In the last two weeks of the program, there is very little time devoted to lecturing, as students need to work full time on their projects. Lectures become more impromptu: they are only held when it becomes clear that a number of students are struggling with the same general problem, such as adding music to their game, or implementing side-scrolling animation.

2.2 Project Structure

As a requirement for completing the COSMOS program, students must present a project to their teachers and classmates at their home institution. To accommodate this, the majority of our program is focused on enabling the students to produce a complete game. The games are created entirely by the students using programming and design concepts that they have learned in class. All of the games that students create are 2D games with original graphics. Examples of student-produced games include a puzzle platformer where the player shifts between two different worlds; a space-themed, column-based, tower defense game; a game where the player uses the Wiimote to control a net for catching ghosts in a graveyard; and a puzzle game where the player must shape the path of sushi around various obstacles from a refrigerator to a hungry boy.

The project is structured as a series of deliverable assignments. The first assignment is a game pitch in which the student describes a general setup of the game, a narrative hook and a brief overview of the game interaction. Game pitches are used to assign programming concept with brief breaks during which students could experiment with the new material. The other two hours were spent with students working on the projects while the instructor and teaching assistants (TAs) supervise and answer any questions. Students are encouraged to share their progress with the class by presenting their work at various milestones, or showing how they have solved a particularly challenging problem. They could also share code with each other through a cluster wiki, which served as a home for lecture materials and assignment descriptions.

In the last two weeks of the program, there is very little time devoted to lecturing, as students need to work full time on their projects. Lectures become more impromptu: they are only held when it becomes clear that a number of students are struggling with the same general problem, such as adding music to their game, or implementing side-scrolling animation.

2.2 Project Structure

As a requirement for completing the COSMOS program, students must present a project to their teachers and classmates at their home institution. To accommodate this, the majority of our program is focused on enabling the students to produce a complete game. The games are created entirely by the students using programming and design concepts that they have learned in class. All of the games that students create are 2D games with original graphics. Examples of student-produced games include a puzzle platformer where the player shifts between two different worlds; a space-themed, column-based, tower defense game; a game where the player uses the Wiimote to control a net for catching ghosts in a graveyard; and a puzzle game where the player must shape the path of sushi around various obstacles from a refrigerator to a hungry boy.

The project is structured as a series of deliverable assignments. The first assignment is a game pitch in which the student describes a general setup of the game, a narrative hook and a brief overview of the game interaction. Game pitches are used to assign programming concept with brief breaks during which students could experiment with the new material. The other two hours were spent with students working on the projects while the instructor and teaching assistants (TAs) supervise and answer any questions. Students are encouraged to share their progress with the class by presenting their work at various milestones, or showing how they have solved a particularly challenging problem. They could also share code with each other through a cluster wiki, which served as a home for lecture materials and assignment descriptions.

In the last two weeks of the program, there is very little time devoted to lecturing, as students need to work full time on their projects. Lectures become more impromptu: they are only held when it becomes clear that a number of students are struggling with the same general problem, such as adding music to their game, or implementing side-scrolling animation.

2.2 Project Structure

As a requirement for completing the COSMOS program, students must present a project to their teachers and classmates at their home institution. To accommodate this, the majority of our program is focused on enabling the students to produce a complete game. The games are created entirely by the students using programming and design concepts that they have learned in class. All of the games that students create are 2D games with original graphics. Examples of student-produced games include a puzzle platformer where the player shifts between two different worlds; a space-themed, column-based, tower defense game; a game where the player uses the Wiimote to control a net for catching ghosts in a graveyard; and a puzzle game where the player must shape the path of sushi around various obstacles from a refrigerator to a hungry boy.

The project is structured as a series of deliverable assignments. The first assignment is a game pitch in which the student describes a general setup of the game, a narrative hook and a brief overview of the game interaction. Game pitches are used to assign programming concept with brief breaks during which students could experiment with the new material. The other two hours were spent with students working on the projects while the instructor and teaching assistants (TAs) supervise and answer any questions. Students are encouraged to share their progress with the class by presenting their work at various milestones, or showing how they have solved a particularly challenging problem. They could also share code with each other through a cluster wiki, which served as a home for lecture materials and assignment descriptions.

In the last two weeks of the program, there is very little time devoted to lecturing, as students need to work full time on their projects. Lectures become more impromptu: they are only held when it becomes clear that a number of students are struggling with the same general problem, such as adding music to their game, or implementing side-scrolling animation.
needed to use a language that provides more structure and the safety of static typing and explicit variable declaration: the compiler can provide much more rapid feedback than periodic support from TAs.

3.1.2 Java and Greenfoot

In 2009, in response to the problems we faced with Python, we decided to use Java as our programming language, supported by the Greenfoot framework for making games. Those students who came into class with programming experience had typically learned Java in their high school computer science classes, and we expected that any students who continued studying computer science after the program would be most likely to learn Java in their introductory courses. Greenfoot offered a number of helpful features for students: ease of drawing graphics, mouse and keyboard callbacks, and collision detection are all built-in. There was an observed improvement in the quality of code the students were writing in Java when compared to Python, as the compiler could catch more errors and give helpful messages pointing to where the error occurred.

However, there were a number of problems introduced by the use of Greenfoot as well. Many students were confused by heavy Java syntax such as import statements, class declarations, and especially the type-casting required for collision detection. Greenfoot also forced us to teach object-oriented programming and the concept of inheritance from the first day of instruction. This proved too abstract and difficult a concept, especially for those students who had limited experience with using a computer.

A benefit of using Python that we lost moving to Greenfoot was that students could write simple procedural code for drawing an image on the screen with only a few lines of code, and could immediately see the results of their work. To achieve the same effect in Greenfoot required editing two different files: the world that the object would live in, and the actor itself. Students also felt confused over the graphical interface accompanying the scenario; it proved helpful for testing how objects interacted with each other, but students were confused over when they could use that interface versus when they needed to programmatically specify the location of different objects.

3.1.3 Processing

These lessons led to our decision to use Processing starting in 2010. Processing is a Java-based language and environment that is intended for creating interactive art and rapid prototyping. It was clear from the beginning that it was a Java-like language with an appropriate abstraction for the course, but we needed a simpler point of entry. Processing makes it easy to draw shapes and pictures to the screen and have a user interact with them: it takes a single line of code to draw a rectangle to the screen, and two lines to make that rectangle be a different color. The availability of many different small art projects written in Processing also encouraged students to experiment; for the first time in teaching the course, we allowed students to take code from other sources (with appropriate attribution) and use it in their games. We only required that they be able to loosely explain how it worked. This kept students excited during class, which motivated them to learn not only from their instructors but also from each other. We saw many instances of one student learning how to make a certain effect in their program and then that effect appearing in different variations across other students’ programs.

Processing also has the benefit of allowing a gentle introduction to object-oriented programming, just as Python provided. Students who were not prepared to understand more complicated programming concepts could opt-out and use purely procedural programming; those who were ready to use objects (often those who had already taken a computer science course) could do so with no problems.

3.2 Programming Instruction

This section discusses the various approaches we’ve used, from unstructured programming activities to highly structured mandatory assignments. Our main goal has been to balance the students’ desires to be creative with a structure that ensures everyone learns the core programming concepts.

3.2.1 Freeform Programming

In 2007 and 2008, we took a freeform approach to the programming course. We did not give any assignments; rather, the first week was spent teaching core programming concepts which students could apply however they wished, followed by three weeks of individual and small group instruction as needed, while students worked on their games. In the first week, many students chose to make small animations as introductory scenes for their final games; others began haphazardly constructing pieces of a game, such as movement logic and simple collisions. All of the students had code that they had written on the first day of class in their final games.

This approach to teaching introductory programming has a number of disadvantages, many of which seem obvious in retrospect. Perhaps the most problematic result was that students were stuck with any mistakes or poor design decisions made early on in the project. Students were reluctant to throw away their work and start afresh, even when encouraged to do so by instructors, due to concern that they would not be able to re-create their efforts.

However, there was also one major advantage to this lack of structure: students were continually motivated to learn, due in large part to the creative control they had over their projects [14]. For example, instead of learning about control flow in the abstract, they learned about it because they needed to solve a particular problem they were having in their project.

3.2.2 Mandatory Mini-Game Assignment

In 2009, we decided that the disadvantages of a freeform project far outweighed the advantages, and added a programming activity at the beginning of the class, which students were required to complete before they could start working on their game projects. This small project was the same for each student: a simple game where the player controls a hippopotamus moving around a maze collecting all the flowers before leaving. The game taught students almost all the major concepts they would need to be able to build their own games: drawing, keyboard input, collision detection with maze walls and flowers, variables to store information about player state, functions and classes. This was fairly successful: by the time students were making their own games, they could look back on their old code to see patterns for how to solve their current problems.

However, the students were not nearly as excited or motivated by the example game as they had been in previous years. Creativity and ownership over their work was clearly very important to them.

4 http://www.openprocessing.org
3.2.3 Creativity in Small Assignments

In 2010 and 2011 we combined our two prior strategies by instituting a required individual project in the first week, but allowing students to choose what that project was within certain constraints: it had to involve keyboard or mouse input, at least three objects had to exist on screen and those objects must be connected in some way, at least one of the objects was required to move around the screen, and the objects must change color over time. Students generally enjoyed working on their “three points in space” assignment, but still learned all of the major techniques they would need for making their games.

We also introduced a second assignment to combat a common problem we had seen in prior classes—students did not comment their code, and struggled to integrate different sections of code with each other. The second assignment was to modify somebody else’s three points assignment in a meaningful way, e.g. adding a new object that interacted with existing ones, changing the colors, or changing how objects moved around the world. The students were not allowed to communicate with each other for this assignment; they were required to declare the change they wanted to the instructors, then read their classmate’s code and make the modification themselves. This assignment was extremely effective in teaching the value of commenting code, and seemed to improve each student’s understanding of programming concepts by forcing them to read and understand code not in their own style.

Only after completing these two individual assignments were students allowed to work together on their games. While this meant that students started work on their game projects half a week later than in prior iterations of the course, we feel that their improved programming skills made up for the loss of time.

3.3 Handling a mixed-skill classroom

COSMOS accepts high school students from all over California. Our youngest students have been only 13 years old, and our oldest have been 18 years old. This diversity in students naturally leads to a mixed-skill classroom in terms of both programming and mathematics ability, although we do require that all students have completed high school Algebra II. Some students, particularly from the less affluent areas of the state, have no access to computer science courses and limited access to computers. Others have already taken an Advanced Placement (AP) Computer Science course and are looking for further challenges.

Over the five years of our program, we have used a number of different techniques to teach to a mixed-skill classroom. A successful approach has been to create additional content for advanced students to work through while others are learning the basics of programming. The students are encouraged to quietly work through the activities on these handouts while the rest of the class is listening to the lecture, and ask their questions during the group’s programming time. Activities have included drawing with splines, the basics of 3D graphics, and programming an artificial intelligence to play Tic-Tac-Toe against a human.

In 2011, we introduced an activity called “Make It Fun”, based on a similar activity suggested by Steve Swink [16]. We provided students with source code for a simple maze game with procedurally generated levels. The player controls a ship and navigates the ship around the maze with the arrow keys, collecting coins. This activity was designed to appeal to students at three different skill levels. Those who were just getting started learning programming could read the source code, but choose only to change the values for variables controlling the appearance of the maze, the number of walls and coins in the maze, the size of the ship, and how quickly the ship moves. Intermediate students could choose to modify behavioral aspects of the code, such as changing the control scheme for the ship or adding code for what happens when the player wins or loses. More advanced students could delve into the procedural level generator, which required an understanding of three-dimensional arrays, loops, and random generation. The students greatly enjoyed this assignment as they were in control of making their first game, and the ability to immediately see changes to a game based on even the smallest code changes was a useful learning exercise.

4. PROJECT EVOLUTION

We have also made numerous changes to the design of the class project, to meet the goal of having students spend more time in the design phase before committing their ideas to code, and to ensure that every student learns how to program. To accomplish this, we added multiple prototyping steps to the project and instituted rules about when students were allowed to focus on the aesthetic aspects of the project such as art and music.

4.1 Calibrating Student Expectations

Each year we have become more emphatic about setting up the expectations of the students. Many of the students expect to create AAA-like games using some of the industry-standard 3D game engines. Given time constraints and the amount of learning required, it is more likely that they will instead create a far simpler, unpolished 2D game. Unless expectations are calibrated early, there is a certain amount of frustration and growing disappointment that happens as the student progresses through the course.

In 2007, our first year, we mentioned our expectations as we assigned the game project in the second week of the course. In 2011, we told students at the first day orientation and showed examples of previous games on the first day of class to allow them time to realign their expectations before they were required to create a design document. We found that the game designs showed more creativity and innovation in game mechanics and puzzles instead of being focused on realistic graphics or physics. Keeping the students focused on a 2D game also discouraged reimplementation of their favorite games, which was a common issue in the first and second years of the program.

4.2 Physical Prototypes

One of the major changes we made to the class is a move from the traditional waterfall method to an iterative design process [19]. A key concept in the iterative design process is the use of prototypes to be able to playtest the game design at many stages during game creation. We first introduced a computational prototype (discussed in Section 3.4), which was quite successful. Building on this success, in 2010 we added a requirement to build a playable physical prototype to the project.

When a prototype was not required, students would begin coding directly from their design documents. This would often lead to a situation where the students would be unable to make changes to their code in the last week as the code had evolved in a way that made it quite brittle. Building a physical prototype requires the students to think through mechanics of the game instead of designing on the fly while they were programming. By requiring a physical prototype even before coding, it meant that the students designed the code in a much more stable fashion as they reflected on concrete play experiences. The design would still change as they coded, but they were approaching the code in a much more structured way.
Physical prototypes have a couple of benefits. Firstly, they are simple to build which allows rapid iteration and refinement. When the students did not build prototypes, they would work through a design idea from start to finish without being able to try out their game mechanics until the game was mostly complete. This left very little time and flexibility for changes if the mechanics did not work out in practice. With the prototypes, students were able to try out and modify their game mechanics multiple times before they ever started coding.

Physical prototyping also allowed the students to make design progress while still learning the programming language. Each prototype was played by other students in the class, who gave feedback on parts that they found confusing or difficult. Most students found that they needed to make changes to their game design to address the issues the other students had, and all students made changes purely based on their experience designing the prototype.

4.3 Computational Prototype

Our students often have difficulty with understanding where to start with making their games. In the first two years of COSMOS we addressed the problem by asking students to list all of the tasks required for them to complete their games, and then assign a priority to each of these tasks. Instructional staff would then go through these lists with the students, adding further details and commenting on the stated priorities. However, even with instructor assistance, the list was always incomplete, unwieldy, and rarely referred to after its creation.

In 2009, we adopted Fullerton et al.’s recommendation of digitally prototyping early in the design process [4] by instituting a computational prototype assignment. We required students to identify a core mechanic of their game and prototype it. They were required to complete this prototype and show it to instructors, and then create a list of remaining tasks on the game. We found that by requiring students to make a concrete implementation of their core game design, teams were able to better communicate their ideas to each other and all team members were on the same page throughout the rest of the project. This reduced group tension due to creative differences.

There were also a number of cases where building the prototype changed the direction of the game. For example, one game made in 2010 began in a written concept as a rogue-like dungeon crawler where the character had a limited field of view. After computationally prototyping their movement mechanics, the group decided to change their game to better explore this single mechanic by turning it into a game of exploration and collection rather than adding a number of other mechanics to create a turn-mechanic by turning it into a game of exploration and collection.

In 2010 we instituted a requirement that no work be done on the art or music before the final five days of class. While this decision met with resistance at first, students quickly embraced the notion of using programmer art -- rectangles and circles -- and instead exploring their game designs more deeply. The “no art” requirement, combined with assigning teams such that students in teams had equivalent skill levels, was extremely effective in addressing this problem. With no clear division of labor, the inexperienced students were naturally inclined to participate in pair programming, which has been shown to improve results in introductory students [8], and more advanced students learned how to efficiently divide programming tasks. It also meant that each student had continuous input over the evolution of their game, improving their sense of ownership over the final product.

In 2011, we relaxed this requirement and allowed students to create art and music earlier in the course, but only during their homework time. This allowed students to make incremental progress on the art for their game and experiment with different animation techniques while also requiring all students to be involved in programming.

5. DISCUSSION

Based on our experiences developing this course, we have drawn up a set of concrete recommendations for similar game design programs to follow:

A programming language should be chosen that minimizes programmer errors and maximizes creative potential. We found the most success when students used a language that can catch the majority of their programming errors at compile-time. The language should also support ease of creative experimentation. For example, a clear benefit we saw in Processing was how easy it was to get started with drawing shapes to the screen and having those shapes move; this framework meant that students could learn how to program through experimentation, such as changing the color and movement patterns of shapes. Later, this led to an ability to focus on testing out different game mechanics, thus maximizing their creative potential.

An iterative approach to game design allows students to build better games more efficiently. Although prototyping is a time-consuming process, our experience has shown that it is worth requiring prototyping stages early in the students’ design process; prototyping not only helps to refine the game design, it also ensures that students are communicating their ideas effectively and that everyone in the group understands what they are making. Design activities and assignments to have multiple entry points to support learning in students at multiple skill-levels. The “make it fun” activity described in Section 2.3 was hugely successful in teaching programming concepts to all students because it had multiple entry points, from editing variable values for their games entirely too early in the design process–frequently before core game concepts had even been determined. It also led to a seemingly natural split in teams, where one member would become responsible for art and another responsible for code. Additionally, while mixed-gender teams constituted only about 20% of the overall teams every year, in each mixed-gender team the female student was always the artist and the male student was always the programmer. This situation was extremely concerning; in a computer science focused course, half of our students weren’t practicing any programming, and women, a highly under-represented group in computer science [9], were being left out of programming activities.

In 2010 we instituted a requirement that no work be done on the art or music before the final five days of class. While this decision met with resistance at first, students quickly embraced the notion of using programmer art -- rectangles and circles -- and instead exploring their game designs more deeply. The “no art” requirement, combined with assigning teams such that students in teams had equivalent skill levels, was extremely effective in addressing this problem. With no clear division of labor, the inexperienced students were naturally inclined to participate in pair programming, which has been shown to improve results in introductory students [8], and more advanced students learned how to efficiently divide programming tasks. It also meant that each student had continuous input over the evolution of their game, improving their sense of ownership over the final product.

In 2011, we relaxed this requirement and allowed students to create art and music earlier in the course, but only during their homework time. This allowed students to make incremental progress on the art for their game and experiment with different animation techniques while also requiring all students to be involved in programming.

5. DISCUSSION

Based on our experiences developing this course, we have drawn up a set of concrete recommendations for similar game design programs to follow:

A programming language should be chosen that minimizes programmer errors and maximizes creative potential. We found the most success when students used a language that can catch the majority of their programming errors at compile-time. The language should also support ease of creative experimentation. For example, a clear benefit we saw in Processing was how easy it was to get started with drawing shapes to the screen and having those shapes move; this framework meant that students could learn how to program through experimentation, such as changing the color and movement patterns of shapes. Later, this led to an ability to focus on testing out different game mechanics, thus maximizing their creative potential.

An iterative approach to game design allows students to build better games more efficiently. Although prototyping is a time-consuming process, our experience has shown that it is worth requiring prototyping stages early in the students’ design process; prototyping not only helps to refine the game design, it also ensures that students are communicating their ideas effectively and that everyone in the group understands what they are making. Design activities and assignments to have multiple entry points to support learning in students at multiple skill-levels. The “make it fun” activity described in Section 2.3 was hugely successful in teaching programming concepts to all students because it had multiple entry points, from editing variable values for their games entirely too early in the design process–frequently before core game concepts had even been determined. It also led to a seemingly natural split in teams, where one member would become responsible for art and another responsible for code. Additionally, while mixed-gender teams constituted only about 20% of the overall teams every year, in each mixed-gender team the female student was always the artist and the male student was always the programmer. This situation was extremely concerning; in a computer science focused course, half of our students weren’t practicing any programming, and women, a highly under-represented group in computer science [9], were being left out of programming activities.
to changing complex behavior. Similarly, the three-points assignment is successful because it allows every student the opportunity to work at their own pace; beginning students can complete simple versions of the assignments while more advanced students can explore their creativity further. Giving students creative control over their assignments motivates them to learn more. For example, instead of being taught about if statements in the abstract, students typically ask the instructor how they can make a shape turn around when it hits the edge of the screen.

5. Future Plans

Technologies of Fun suffers from a strict time limit: four weeks of classes, even at 3 hours/day, is an extremely short period in which to teach programming skills and mentor students creating their games. This time limitation stops us from making some desired changes to the course, such as requiring students to make multiple computational prototypes that stand separate from their main game code. However, we would like to experiment with requiring two separate, smaller game projects as opposed to a single large project. The majority of the code for the game is written in the middle two weeks of the course—the beginning is devoted largely to teaching game programming, and the end is devoted to polishing games and presenting them to their peers. Also, much of the programming effort in the latter half of those two weeks is in fixing bugs introduced by naive design choices made in the first few days. By creating two games, students would have the opportunity to learn from their mistakes in the first game and apply those lessons to a second game.

This paper has presented our lessons learned from five years of iteration designing and teaching a month-long intensive game programming course. As the program has matured, we believe it has become much stronger, with more innovative games produced by more prepared students. We hope that the lessons presented here will help other instructors in designing their own outreach programs and courses that use game design to teach computer science concepts.

6. Acknowledgments

COSMOS is a program under the UC Office of the President, run by the Educational Partnership Center, and funded by both the state of California and by private sponsors. The authors would like to acknowledge the efforts of Jim Whitehead (UCSC), Nathan Whitehead (NVIDIA), and Heather Logas (UCSC) as former instructors for the Structure of Fun and Technologies of Fun courses, respectively. Finally, we would like to thank the cluster’s Teacher Fellows, Takeshi Kaneko and Thomas May, for their insight into teaching methodology, and all of the UCSC COSMOS staff for their support.

7. References